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Improving Transient Identification With Swift-XRT
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Abstract

The Living Swift-XRT Point Source Catalogue (LSXPS) is a unique facility: it is updated in
near real-time, enabling a sensitive, "live" search for new high-energy transients. This opens
up a new area of transient phase-space for exploration, as evidenced by the LSXPS discovery
of the enigmatic event Swift J0230. However, the majority of transient candidates detected
are faint, classified as "low significance" transients within LSXPS; determining which of
these are actually transient, especially where they are close to the XRT detection limit and
consequently impacted by Eddington bias, poses a significant challenge - one that will
become increasingly important for upcoming high-volume time-domain surveys.

We present a simulation-based approach that yields confidence intervals on source flux,
corrected for Eddington bias and accounting for the increasing number density of sources at
lower fluxes. This enables more reliable identification of true transients and rejection of
those whose apparent flux enhancement is a statistical effect. Applying our bias-corrected
Bayesian framework to LSXPS data, we recover more than 500 transients above the
historical 3sigma upper limit - an eight-fold increase over the original 64 confirmed events.
Our approach therefore substantially boosts the yield and reliability of real-time Swift-XRT
transient detection. This technique will soon be integrated into LSXPS real-time analysis
and provides a framework directly applicable to next-generation surveys, where robust
identification of low-significance transients will be critical in the TDAMM era.



Transients with Euclid: First Results and Prospects
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Abstract

Euclid is a major ESA space telescope which began observations covering the sky in visible
and near-infrared bands starting in 2024, with the first minor data release last year. This
demonstrated the potential for Euclid in the transient space following up on objects
detected by other surveys; adding NIR observations, late and early time photometry, and
improved host information.

Later this year will be the first major data release from Euclid covering ~1900deg” 2 of sky,
including the first multi-epoch observations. I will discuss the transient results that Euclid
has yielded already and introduce the science that will be enabled by the next data release,
including a Euclid detected transient stream and synergies with other next generation
transient surveys including LSST where synchronisation of observation plans have been
made to maximise scientific returns.



Using Light Curve Variability Parameters to Reduce AGN Contamination for the
Time Domain Extragalactic Survey
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Abstract

We are entering a new “Golden Age of Time Domain Astronomy”, with the advent of the
Vera C. Rubin Observatory’s Legacy Survey of Space and Time (LSST) and its dedicated
follow-up survey, the Time Domain Extragalactic Survey (TiDES) on the ESO 4m Multi-
Object Spectroscopic Telescope (4MOST). TiDES will devote ~250,000 fibre hours to carry
out spectroscopic observations of >30000 live transients - producing the largest ever
spectroscopic sample of extragalactic transients.

However, this scale introduces significant challenges for target selection. As LSST will
enable us to see farther away into the universe, it is likely to detect many new active galactic
nuclei (AGN). AGN light curves vary stochastically - driven by accretion onto the
supermassive black holes at the centre of many galaxies. Consequently, near the survey
detection limit, fluctuations in AGN luminosity can produce many alerts indistinguishable
from other transient alerts. This has the potential to extensively contaminate the target
selection for TiDES and reduce its scientific efficiency.

To address this, we develop a selection framework based on pre-detection light curve
variability parameters. By enacting cuts on parameters such as root mean square, standard
deviation and mean flux, we distinguish stochastic AGN variability from the typically
quiescent pre-event behaviour of non-AGN host supernovae and tidal disruption events.
Crucially, transients of interest occurring within AGN hosts remain detectable, as their flux
will significantly exceed prior variability, mitigating potential biases against these systems.
We validate this approach using Zwicky Transient Facility data (both labelled and
unlabelled), simulated LSST light curves from the MALLORN data set, and early LSST
observations. These data sets include large samples of AGN, nuclear SNe and TDEs. We
explore the impact of light curve history availability, redshift, and filter coverage on
classification performance. From these tests, we are able to quantify the expected purity
and completeness of TiDES target selection under realistic survey conditions, which is of
great importance for any future science using this sample.

Our results demonstrate that simple, physically motivated variability cuts can substantially
reduce AGN contamination whilst preserving transient completeness. This provides a
scalable and computationally efficient solution for target selection in the LSST era, helping
to maximise the scientific output of TiDES.



The Hubble Constant from Type la supernovae: New Window from Next-
Generation Surveys
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Abstract

The Hubble tension is arguably the biggest open question in cosmology today. It is prima
facie the strongest challenge to the standard cosmological model. If it is not a sign of
unresolved systematics, it hints at exotic new physics. The Type la supernova distance
ladder is the most precise probe of the Hubble Constant in the local universe. In this talk, I
will summarise the role of supernova systematics, e.g. lightcurve fitting techniques (SALT,
SNooPy, BayeSN), filter coverage, calibration and milky way extinction on the inferred
Hubble Constant. Based on the lessons learnt from this analysis, [ will show the prospects of
ongoing and future transient surveys, e.g. ZTF and LSST. ZTF has discovered a large number
of SNela in the volume D<40 Mpc for which host galaxies can observed with instruments
like NIRCam. LSST can importantly weigh in on the problem if bespoke surveys are
conducted, e.g., in twilight time.



The Gravitational-wave Optical Transient Observer (GOTO): Status, Discoveries
and Future Plans
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Abstract

2025 marked the first full year of GOTO operating at full science specifications. Designed
primarily to identify optical counterparts to GW events detected by the LVK network, GOTO
consists of 32 telescopes across 4 mounts, split between two nodes in La Palma and
Australia. It provides near continuous coverage of the full sky with a cadence of 1-3 days,
reaching depths of ~20 mag. During 2025, GOTO detected and reported over 6,700
transients, an increase of more than 60% compared to the previous year. Here I present a
summary of GOTO's current operational status, survey strategies, and transient detection
statistics from this first full year of science operations. I highlight notable discoveries
including SNe, GRB afterglows, and TDEs. I conclude with a brief overview of future plans,
including GOTO's contribution to the time-domain astronomy community through public
data access.



Spectroscopic modelling of thermonuclear supernovae for current and future
surveys
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Abstract

A wide variety of explosion models have been proposed to produce type la supernovae. To
test these models, synthetic light curves and spectra can be generated through realistic,
multi-dimensional simulations and detailed radiative transfer calculations. Comparing these
observables directly against observations allows for new constraints on and insights into
the explosion physics. The computational expense associated with this approach however
means exploring large parameter spaces or generating suites of models is challenging.
Alternatively, an ad-hoc approach to modelling supernovae spectra allows for the
development of empirical ejecta profiles that can be compared against the abundance
patterns predicted from explosion simulations. This approach however is limited due to its
time consuming and qualitative nature. Neither approach is well-suited for modelling large
samples of type la supernovae spectra. In this talk, [ will present my work focused on using
machine learning to automatically fit spectral sequences of type Ia supernovae. [ will
discuss recent improvements such as a significantly expanded training dataset applicable to
normal and peculiar thermonuclear supernovae. With automated fitting it is now possible
to statistically determine which explosion scenario provides the best overall agreement
with a given supernova. I will show how this approach can be applied to current and future
spectroscopic surveys and discuss the implications for cosmology using the recently
released Zwicky Transient Facility SN Ia DR2 as a test case. As spectroscopic samples of
supernovae continue to grow, automated fitting tools will become increasingly important to
maximise the physical constraints that can be gained in a quantitative and consistent
manner.



Fast transients, fast response - driving real-time science in the next generation
of surveys
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Abstract

Time-domain astronomy currently sits in an exciting growth period -- with current-
generation workhorse surveys yielding hundreds of transient discoveries per night, with
the next generation of even larger surveys looming and promising a factor 10 or more
increase in alert volumes per night. The greatest scientific value will come from identifying
these events early to catch the rarest phases of their evolution, a not insignificant task. I will
present two complementary perspectives on rapid discovery and follow-up in this evolving
landscape -- one of the promise of early discovery, and one showing novel methodologies
for both engaging the public and triaging large datastreams in search of exotic objects.
First: SN 2024cld, a supernova discovered and classified just 12h post-explosion by GOTO,
as part of the dedicated GOTO-FAST spectroscopic campaign. Over the first 220d, a dense
series of photometry, spectroscopy, and polarimetry charts the evolution of this transient -
revealing it to be the latest addition to the family of SN1998S-like objects, with complex
structure - a dense inner aspherical envelope, a disk or torus, and an extended wind --
pointing to multiple mass-loss episodes in the red supergiant progenitor's final years, with
binary interaction as a plausible contributor. This study demonstrates what happens when
high-cadence surveys and rapid follow-up spectroscopy converge, with the next generation
of surveys bringing the prospect of 'industrialising’ flash spectroscopy at an unprecedented
scale. The study of SN 2024cld continues out to late time, showing a remarkable NIR excess
and active dust formation. Awarded JWST time in Cycle 5 promises an exquisite census of
the dust being actively synthesised in the system.

Second: I will present the Kilonova Seekers project, a platform for citizen science built
specifically to directly embed members of the public in the search for astrophysical
transients with GOTO, and designed to scale to meet the needs of next-generation surveys.
Through combining a distributed community of volunteers, probabilistic modelling of their
votes in real-time, and granular contextual information, Kilonova Seekers accelerates the
typical results timescale of citizen science projects from days-weeks, down to the hour
timescales necessary to catch and follow up fast transients. This project provides the
formula to scale citizen science to the Rubin era, without sacrificing responsiveness.



The Sub-Solar Mass Gravitational Wave Merger $251112cm: Very Deep Optical
Coverage of the Full Localisation Region with Pan-STARRS, ATLAS, and the
Rubin Observatory
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Abstract

In late 2025, a gravitational-wave (GW) alert from a compact-object merger containing at
least one sub-solar mass (SSM) component was detected by the Ligo/Virgo/Kagra
Collaboration, posing significant challenges to current astrophysical understanding.
S251112cm is estimated to be at a luminosity distance of 96 +/- 29 Mpc and is a significant
event, with a false alarm rate of 5.1e-09 Hz (one in approximately 6 years). With a >99%
probability that the event contains a SSM component and just an 8% chance of containing a
1-3 solar mass object, the nature of the progenitor system remains uncertain.

In this talk, I will present comprehensive optical follow-up of the full localisation region
using Pan-STARRS, ATLAS, and the Vera C. Rubin Observatory. Observations began within
days of the GW trigger and together provide deep, wide-field coverage across both
hemispheres. Pan-STARRS imaged 1086 deg”2 of the northern localisation to a median
depth of 21.8 mag, while ATLAS covered 1544 deg”"?2 across both northern and southern
regions to 19.4 mag, corresponding to 65% and 92% coverage of the 90% localisation
region, respectively. Crucially, this event triggered the first Target-of-Opportunity
observations with Rubin following the start of full operations in October 2025. Rubin
observations, obtained 2-10 days post-trigger, covered approximately 850 deg”2 of the
southern region to an average depth of 23.9 mag, providing the deepest wide-field coverage
of this event.

Across all surveys, we identify 270 unique transient candidates (209 detected by Pan-
STARRS and ATLAS, and 67 detected by Rubin). We assess these candidates using a uniform
vetting framework that incorporates luminosity distance constraints, absolute magnitudes,
and photometric evolution, comparing against kilonova (GW170817-like) and supernova
(SN1998bw-like) models. None of the candidates are consistent with these models. Given
the depth and areal completeness of our observations, particularly the combined Pan-
STARRS and Rubin coverage, we robustly exclude a GW170817-like kilonova and a scenario
involving an SSM merger embedded in the accretion disk of a broad-line Type Ic supernova.
These results place the strong observational constraints on optical emission from SSM
mergers and highlight the transformative role of Rubin in delivering rapid, deep, and wide-
field follow-up of GW events.



Identifying Transient Hosts in LSST’s Deep Drilling Fields with Galaxy Catalogs
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Abstract

The upcoming Vera C. Rubin Observatory Legacy Survey of Space and Time (LSST) will
enable astronomers to discover rare and distant astrophysical transients. Host-galaxy
association is crucial for selecting the most scientifically interesting transients for follow-up.
LSST deep drilling field (DDF) observations will detect distant transients occurring in
galaxies below the detection limits of most all-sky catalogs. Here, we investigate the use of
preexisting, field-specific catalogs for host identification in the DDFs and a ranking of their
usefulness. We have compiled a database of 70 deep catalogs that overlap with the Rubin
DDFs and constructed thin catalogs to be homogenized and combined for transient-host
matching. A systematic ranking of their utility is discussed and applied based on the
inclusion of information such as spectroscopic redshifts and morphological information.
Utilizing this data against a Dark Energy Survey sample of supernovae with pre-identified
hosts in the XMM-Large Scale Structure and the Extended Chandra Deep Field-South fields,
we evaluate different methods for transient-host association in terms of both accuracy and
processing speed. We also apply light data-cleaning techniques to identify and remove
contaminants within our associations, such as diffraction spikes and blended galaxies where
the correct host cannot be determined with confidence. We use a lightweight machine
learning approach in the form of extreme gradient boosting to generate confidence scores in
our contaminant selections and associated metrics. Finally, we discuss the computational
expense of implementation within the LSST transient alert brokers, which will require
efficient, fast-paced processing to handle the large stream of survey data.



TITAN DR1: 8000 Spectroscopic Type la Supernovae in the Nearby Universe
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Abstract

Recent DESI BAO measurements, combined with existing SN Ia Hubble diagram data, drive
the reported departures from ACDM, but their significance is now limited by the legacy low-
redshift SN [a samples that underpin them. These samples, built from heterogeneous,
outdated surveys, are no longer commensurate with Stage IV dark-energy experiments.
Furthermore, the precision of all cosmological SNe Ia is limited by the empirical “mass step”,
a dominant systematic with a debated physical origin.

[ will present the first data release of the Type Ia Supernova Trove from ATLAS in the
Nearby Universe (TITAN) project: a compilation of cosmology-grade lightcurves and host-
galaxy properties for over 5000 low-redshift (z < 0.1), spectroscopically confirmed SNe Ia
from the ATLAS all-sky survey. [ will discuss our updated photometric calibration that
renders ATLAS a cosmologically viable instrument, sample properties, simulation pipeline,
and the construction of the complementary host-galaxy catalogue.

TITAN DR1 is designed to supersede heterogeneous legacy low-z samples as the standard
nearby anchor in joint analyses with BAO, CMB, LSST and Roman, and to clarify the origin of
the mass step. Its unprecedented combination of sample size and homogeneous host
measurements will let us map how SN Ia luminosities depend on host properties beyond a
simple stellar-mass step, and identify regimes where this effect weakens or is better
captured by more physically motivated host trends that can be measured across the full
redshift range. More broadly, TITAN demonstrates the continuing value of intermediate-
aperture, all-sky time-domain surveys in the era of extremely large facilities.



unimpeded: Rapid Bayesian model comparison and tension quantification for
next-generation transient surveys
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Abstract

The new generation of time-domain surveys will deliver unprecedented samples of
supernovae and other transients. As facilities such as Rubin/LSST and TiDES enter routine
scientific observations, robust statistical tools will be essential for turning these large
transient samples into reliable physical and cosmological constraints. However, full
Bayesian model comparison and tension quantification across multiple datasets remain
computationally expensive, often requiring thousands of CPU hours and limiting the speed
at which new survey results can be validated.

[ will present unimpeded [arXiv:2511.04661, 2511.05470], an open-source, pip-installable
Python package that provides rapid access to pre-computed nested sampling results,
Bayesian evidences, and machine-learning-assisted emulators for survey comparison and
tension analysis. It currently spans a pre-computed grid across 13 cosmological surveys and
8 cosmological models. Although developed for broad cosmological inference, this
framework is well suited to the coming era of large transient samples, where repeated
cross-comparison between supernova catalogues, calibrations, and external probes will be
routine.

As a demonstration relevant to next-generation transient surveys, [ will present a fully
Bayesian reanalysis combining DESI DR2 BAO, Planck CMB, DES-Y1 weak lensing, and
multiple supernova catalogues including Pantheon+, Union3, DES-SN5YR, and its recently
re-calibrated version DES-Dovekie [arXiv:2511.10631, 2603.05472]. While the DESI
Collaboration reports a significant preference for a dynamic dark energy model
$w_Ow_a$CDM, our Bayesian analysis instead favours the simpler $\Lambda$CDM model.
The discrepancy arises from unresolved dataset tension, with the apparent preference
driven largely by conflict involving the original DES-SN5YR sample. Our results show that
once the recalibrated DES-Dovekie supernova calibration is adopted, this tension is
substantially reduced and the Bayesian evidence for dynamical dark energy disappears.
For the next generation of transient surveys, fast and rigorous tension quantification will
help determine whether apparent anomalies are physical in origin or driven by dataset-
level systematics. unimpeded provides a practical route to that goal, transforming analyses
that once took months on high performance computers into results available in seconds on
a laptop.
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Analysing SNe la decline rates over various timebases; Am10(B) and more
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Abstract

We present an explorative study of Type la Supernovae (SNe [a) decline rates, utilising Amx
(B) decline parameters to test for alternative methods of accurately encapsulating SN Ia
light curve diversity and the Width-Luminosity Relation (WLR). Using a combined dataset of
333 SNe la from the Carnegie Supernova Project (CSP-I and CSP-II), we employ Gaussian
Process regression to fit B-band light curves and measure decline rates over various
timebases. We find that Am10(B) effectively captures the WLR while mitigating the
degeneracy observed over longer intervals in fast-declining, 1991bg-like SNe. Our results
demonstrate that Am10(B) tracks the luminosity range continuously, particularly for
transitional SNe, which appear as a natural extension of the normal SNe Ia population.
Furthermore, we show that Am10(B) closely approximates the results of the more complex
sBV parameter, successfully tracing luminosity with minimal data requirements. We
provide calibration equations, including a quadratic fit for non-91bg-like SNe that yields a
low intrinsic scatter of 0.083 mag. Requiring less post-maximum temporal coverage than its
predecessor, Am10(B) is a robust and useful tool for large-scale photometric surveys and
real-time observer classification.



Old Universe, Young SNe la: A Statistical Analysis of Type la Supernova
Progenitor Age from 6,983 TITAN Host Galaxies and Implications for Cosmology
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Abstract

Correlations between standardized Type Ia supernova (SN~Ia) luminosities and host-
galaxy properties are routinely modeled to avoid bias in cosmological inference. A recent
hypothesis attributes these correlations to progenitor-age variations and, combined with a
strong ($\sim$5-6~Gyr) evolution between low- and high-redshift samples, suggests a
potentially significant impact on cosmological results.

In this talk, I will test this scenario using the host galaxies of TITAN DR1 - the largest low-
redshift SN~Ia host sample to date (6,983 hosts; $0 \lesssim z \lesssim 0.15%). I will
present new constraints on SN~Ia progenitor ages derived by combining host-galaxy star
formation histories with empirical delay-time distributions, where the SFHs are inferred
from UV-to-mid-IR spectral energy distribution fitting.

We find that the TITAN sample has a mean progenitor age of 3.5~Gyr, significantly younger
than predicted by strong-evolution models. The distribution is dominated by a young
component associated with star-forming hosts (mean $\sim2.2$~Gyr), with a smaller
contribution from older, quiescent systems (mean $\sim6.0$~Gyr). [ will show that the
observed age difference between these populations implies a luminosity offset that is
inconsistent with current data if a strong age dependence is assumed.

Instead, we infer only $\sim1.4$~Gyr of progenitor-age evolution over cosmic time. When
combined with observed age-Hubble-residual relations, this corresponds to a redshift-
dependent bias consistent with zero ($\Delta\mathrm{HR}=0.007_{-
0.014}7{+0.012}$~mag). Overall, these results provide no evidence for a large, unmodeled
progenitor-age systematic beyond what is already captured by standard host-mass
corrections.



